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Abstract

This thesis describes the development of a new search and retrieval system used
to index and process queries for several different data sets of documents.

This thesis also describes my work with the TREC Legal data set, in partic-
ular, the new algorithms I designed to improve recall and precision rates in the
legal domain. I have applied novel normalization techniques that are designed to
slightly favor longer documents instead of assuming that all documents should
have equal weight. I have created a set of rules used to detect errors in text
caused by optical character recognition software. I have also developed a new
method for reformulating query text when background information is provided
with an information request.

Using the queries and judgment data released by TREC in 2006, query prun-
ing with cube root normalization results in average recall improvement of 67.3%
and average precision improvement of 29.6%, when compared to cosine normal-
ization without query reformulation. When using the 2007 queries, extremely
high performance improvements are found using different kinds of power normal-
ization, with recall and precision improving by over 400% in the top rankings.



Chapter 1

Introduction

We find ourselves in an age of information overload. Every day, hundreds of
web pages are posted, new books are published, and new papers are written.
It has become infeasible to do a manual searches by hand when trying to find
information. The field of information retrieval aims to solve this problem.

Consider the development of Internet search engines. Before these automatic
web search systems were developed, one was forced to use online directories,
where users found the sites they wanted by sifting through virtual folders. For
example, if the user wanted to find web pages about cows, he would need to first
find the directory on “Animals.” In this folder, he would then need to find the
subdirectory on “Mammals,” and so on, until he reaches a folder containing all
the known web pages pertaining to cows. Now, while this idea may have been
acceptable when there were only a few thousand pages available, as the web
became widely-used, manual searches quickly became far too cumbersome and
tedious for the average user to perform, and so automatic search engines were
rushed to the scene, all implementing algorithms developed through research in
information retrieval. This, of course, led us to where we are today; that is,
with a number of competing online retrieval systems that are all promising to
make our lives in cyberspace easier and faster.

The purpose of this thesis is to report the findings in my research within the
field of information retrieval. I will start by providing background information
on the field, followed by a description of my custom-built retrieval system. Un-
like a system such as Google, however, the focus of my system is on retrieving
legal documents. In this thesis, I will go into detail on the data sets I used
for testing, particularly the TREC-Legal track collection. Following this, I in-
clude a description of three new algorithms I developed for my system, and then
review the improvements in the performance rates these algorithms introduce.
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Chapter 2

Background

2.1 Overview

Information retrieval is the science of automatically searching for documents
and information within a large collection of textual data. A search and retrieval
system is a piece of software that will perform these searches very quickly.
Systems usually work by first loading a set of documents (also called a corpus),
next taking a user-entered query as input, and then attempting to use the
query to find those documents in the collection that the user would find most
relevant. While there may be a number of different ways to accomplish this
task, most retrieval systems first index the corpus, or organize the information
in the documents for fast processing. Term weighting is then applied in order
to make some words in the index “more important” than others, depending
on their frequencies within the documents. After the index is built and the
term weighting has been decided, the user’s queries are processed and the top-
ranking possible matches are presented. Finally, the performance of the system
can be measured using several different metrics with the help of a standard list
of queries and relevance judgments.

2.2 Indexing

It is not feasible to load and search the original text of a data set every time a
user enters a query. An index of a data set works to solve this problem. The
index is organized as an MxN matrix, where M is the number of unique terms
in the data set and N is the number of documents. The ijth element corresponds
to the weight of term i in document j. Since most documents contain only a
very small subset of the terms found in the entire data set, most entries in the
matrix are 0. For this reason, the index is usually stored in a sparse matrix
format.
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2.3 Term Weighting

Term weighting is used to determine how important a term is in a document.
A term may be important if it appears many times in a document. Also, a
term could be important if it does not appear in many other documents in the
collection (i.e., it is a rare term).

The simplest approach to term weighting may be to set term i’s weight in
document j, denoted by wij , to the frequency of term i in document j, denoted
by fij . However, common, useless terms, such as and, the, and by, would be
scored as being very important in most documents when using this method.
Also, this approach does not take into account how rare a term may be to a
collection of documents.

The log-entropy weighting scheme is a better algorithm for measuring term
weights. Using this algorithm, we must calculate both the term’s local weight, or
how important the term is to a specific document, and the term’s global weight,
or how important the term is to the data set as a whole. The local weight of
term i in document j is defined by the formula lij = log(1+fij), where fij is the
frequency of term i in document j. This way, as the importance of a term is kept
relatively constant as its frequency within a document becomes very large. The
global weight of term i is defined by the formula gi = Σn

i=1(fij/fi)∗log(fij/fi)
log(n) + 1,

where n is the number of documents in the collection and fi is the total frequency
of term i among all documents in the data set [10]. With this scheme, if a term
appears with the same frequency in every document, its global weight is 0. If a
term appears in just one document, its global weight is 1. In all other cases, the
term’s global weight is between 0 and 1. Due to difficulties in implementation
with large collections, only the local weight was used in my experiments. In
future runs, I plan to include global term weighting as part of my system.

2.4 Query Processing

The goal of query processing is to find documents that are most closely related to
the user’s information needs. We treat a query as a document. If there are any
terms that are not in the index (that is, if they are not found in any documents),
then they are removed from the query. This way, the query can be expressed as
a vector of length M with term weights decided using the log-entropy weighting
scheme described above. To determine the similarity between the query and
document j, we take the dot product of the query vector and jth column in
the sparse matrix. Documents with the highest dot product are assumed to be
more relevant to the query. We perform this product for each document, sort
the documents from highest to lowest similarity, and return this list to the user.
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2.5 Stop List

Some terms are so common that they are virtually useless when performing
searches, potentially taking up a great deal of hard disk space, slowing down
the system, and adversely affecting other term weights. For example, the words
and, or and the appear in nearly every document in a collection, and sometimes
several times within the same document. A stop list is a list of terms that a
retrieval system will ignore when building an index or processing a query. The
standard English stop list that I use contains 571 words.

2.6 Normalization

One of the major problems in information retrieval is the way large documents
have a natural advantage over shorter documents when processing queries, sim-
ply because there are more opportunities for term matches in longer documents.
The goal of document normalization is to reduce this advantage so that small
relevant documents have the same probability of being returned as large relevant
documents.

2.6.1 Cosine Normalization

The standard method of document normalization is cosine normalization. For
every document, the normalization factor is calculated. The normalization fac-
tor is defined by the expression √∑n

i=1 w2
i

where wi is weight for a term, i in the document and n is the number of unique
terms in the document. The original term-document weight is divided by this
normalization factor to get the final normalized term-document weight. When
this is applied to every document in the collection, each document will have
vector length one [10].

2.7 Stemming

When indexing a data set, we may find the term “eats” somewhere in the
collection. We may find the word “eating” somewhere in the corpus, as well.
These words are different conjugations of the same word - “eat.” However, to
a näıve retrieval system, these terms are completely different. It may then be
beneficial for the system to assume that “eats,” “eating,” and “eat” are all, in
fact, the same word. This way, all three terms would share the same weights in
a document and would all be considered matches should the word “eat” appear
in a query. Stemming is a solution to this problem, where the program detects
the unimportant ending of words and removes them, leaving only the root of
the term. As I explain later in this thesis, stemming is not used in my system
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because it increased running time and did not significantly improve retrieval
performance.

2.8 Performance Measurement

People often need to find websites on some topic, and so they would use an In-
ternet search engine. There are many web search engines available (i.e., Google,
Yahoo, MSN, etc.), and if the user were to perform the same search on several
different engines, he/she may find that they return different websites. Addition-
ally, some engines may return more useful matches than others. Clearly, some
retrieval systems can work better than others, and so there must be a way to
quantify the performance of a system.

2.8.1 Recall and Precision

The most commonly-used metrics for measuring the performance of a search
and retrieval system are recall and precision. Recall is the proportion of relevant
documents retrieved to the total number of relevant documents in the collection.
Precision is the proportion of relevant documents retrieved to the number of
documents retrieved. For example, a user may enter the query “apple” into the
system. Suppose we know that there are exactly 100 documents in the data
set that are relevant to apples. Now, also suppose that the system retrieves 50
documents, but only 25 of which are truly relevant to apples. In this case, recall
would be 25/100, or 25%, and precision would be 25/50, or 50%.

Rank

It is useful to give recall and precision rates after a certain number of documents
have been retrieved. Rank is used to limit the number of documents that are
returned by the search system. For example, if a system retrieves 50 documents,
we may want to look at only the top 10 documents. We can then determine
how many of the top 10 documents are relevant to the query, and use only
those documents to find recall and precision. The denominator of precision
(the number of documents retrieved) is always the lesser of rank and the total
number of documents retrieved. So, if 3 documents in the top 10 are relevant,
and there are a total of 100 relevant documents in the collection, then recall at
rank 10 is 3% and precision at rank 10 is 30%.

2.8.2 Mean Average Precision

While recall and precision are useful metrics when trying to measuring perfor-
mance at specific ranks, these metrics do not do well in measuring how well
the system works as a whole. Mean average precision is another metric used to
measure the performance of a system by measuring how highly-ranked relevant
documents are, on average. Average precision is found by searching down the
list of matched documents, from highest-ranking to lowest-ranking. Every time
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we find a relevant document at position i on the list, we measure and record the
precision at rank i. Once all relevant documents are found, we take the average
of the recorded precision rates, which is the average precision for a query. If we
have multiple queries to run, the mean average precision is the average of the
average precisions measured for each query.

2.9 Gold Standard Collections

When developing new algorithms for a retrieval system, we use recall, precision,
and mean average precision to determine the change in retrieval performance.
To calculate these metrics, we need to know which documents in the corpus are
relevant to each query. We typically use multiple queries to achieve a better
estimate on performance. Since the size of the data sets can be extremely large
(in some cases, exceeding hundreds of thousands of documents), it would take
a very long time to decide which documents in the corpus are relevant for each
of the queries. To solve this problem, a standard list of queries and relevance
judgments are released for some collections. The set of relevance judgments
is a list of pairs of query numbers and document numbers. We say that qi is
the query number referring to the ith standard query and dj is the document
number referring to the jth document in the collection. For every pair (qi, dj)
in the set of relevance judgments, it is known that document dj is relevant to
query qi. Given this information, we can easily have the system automatically
measure recall/precision performance for a given run.

2.10 Text REtrieval Conference

The Text REtrieval Conference (TREC) is an annual international conference
with a focus on information retrieval. TREC hosts a number of tracks per year,
where each track concentrates on a specific subfield of information retrieval. In
November 2007, TREC organized their sixteenth conference. The tracks hosted
this year were the blog track, enterprise track, genomics track, legal track, mil-
lion query track, question answering track, and the spam track. For each track,
research groups from different universities attempt to develop the best systems
to achieve the goal of their particular track. For example, groups participating
in the million query track build their systems to accept an extraordinarily large
number of queries with limited judgment data. I participated in the legal track.

2.10.1 TREC Legal

One of the problems people in the legal profession face is that of finding prece-
dence for cases. When preparing cases for trial, they must search through
hundreds of thousands of documents. In the legal domain, recall is considered
to be more important than precision, but an increase in precision at top ranks
would prevent an expert from wasting time on irrelevant materials.
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In response to this need, the Text Retrieval Conference started a new “Legal”
track in 2006. The TREC Legal data set is an large collection of legal documents
(approximately 7 million documents, 56 GB of data). TREC recently released
a set of 46 topics (queries) for this data set. Thirty nine of these queries have
corresponding relevance judgment data, which was also provided. An average
of 814 documents were judged for each of these 39 queries (low 539, high 937).
An average of 111 were rated as relevant, 703 as nonrelevant. There was a wide
range of relevant documents between queries, however. Two queries only had 1
relevant document, and one had 502 relevant documents.

In summer 2007, TREC released a new set of about 50 queries for the Legal
track. However, they did not offer judgment data for these runs until October
2007. Research groups from several different universities used their own retrieval
systems and search algorithms to run the new queries. Each group then sent
in their list of matched documents to the TREC organizers, who measured
precision and recall at certain rankings. A team was allowed to submit the
results of a maximum of eight different runs. The group whose system performed
the best was considered the winner of this competition.

I was in one of the research groups who participated in the TREC Legal
2007 competition. I submitted the results of six different automated runs to the
judges. A a total of 13 teams competed, and 40 runs were submitted. My top-
scoring run appeared in 17th place of the 40. The precise retrieval performance
of my system on TREC Legal 2007 data is discussed later in this thesis.

2.11 Optical Character Recognition

Optimal Character Recognition is a technology that first allows a user to scan
in a physical document. It then attempts to read the image and retrieve the
text of the document, saving it to file. Since the TREC Legal data set was so
large, it was infeasible to retype all the documents by hand into the computer.
It was necessary for the documents in TREC Legal to be scanned in using OCR
software. However, OCR technology is imperfect and often creates errors within
the documents. For example, the word “wonderful” may be mistakingly read as
“wonolerful” by the OCR software. Sometimes, such as when it comes across a
graphic image, the OCR software generates garbage strings. A possible solution
to this problem is presented later in this thesis.
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Chapter 3

My Search System

For my research project, I designed and implemented a custom search and re-
trieval system. This system is capable of taking in several different data sets
as inputs for an index, running a list of queries on the index, and finally, given
relevance judgments, calculating average recall, average precision, and mean
average precision for the list of matches.

3.1 Data Sets

The data sets my system can index are listed in 3.1. I used these data sets
when testing the performance of my search and retrieval algorithms. Due to
their larger size, the TREC Disks 1 & 2 and TREC Legal collections were of
most interest to me. TREC Disks 1 & 2 held document sets from the first
Text Retrieval Conference, where TREC Legal was a corpus of legal documents
compiled for the legal track, as explained above.

Table 3.1: Summary of Collections Tested
Identifier Docs Terms Queries

MED 1033 6608 30
CISI 1450 5320 76

CACM 3204 5259 52
CRAN 1400 4318 225

OHSUMED 348566 98941 106
TREC Disks 1 & 2 642611 >1000000 50

TREC Legal >7000000 >3000000000 95
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3.2 Using Large Data Sets

Some data sets we need to index are very large, exceeding several gigabytes
in size. Because there is limited memory in my machine, I had to develop an
algorithm that would split up the data set so that my system could index and
run queries on each piece separately, but produce the same results as if the
system processed the entire set at once. The algorithm works as follows:

Split up the original data set into some number of smaller pieces; indexing
TREC Legal on a machine with 8 GB of RAM required me to split it up into
81 pieces, each approximately 700-750 MB in size. Then, index each piece
separately, as if it was its own data set. Since each piece of the index is so
large, it is reasonable to assume that terms that appear less than five times in
a single subindex are probably not very important to the collection, so these
terms are removed. Save the document ID’s, the actual text of each term, the
global frequency of every term for the current data set and the local document-
term frequencies for every document and term. Calculate the log local weight
for every term in each document.

After the data set is indexed, a list of queries is processed by simply running
the queries separately against each sub-index and keeping a running list of the
top-scoring documents for each query.
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Chapter 4

Improving Retrieval
Performance

I have developed three new search algorithms to improve the performance of
my retrieval system. The first and most significant of my algorithms is Power
Normalization, which works by shrinking the effective vector lengths of doc-
uments. My second contribution is in Optical Character Recognition (OCR)
error detection, where my system finds and removes garbage terms (caused by
OCR software) in the index. The final addition to my system is an automatic
query-pruner, which uses outside information to dynamically generate a list of
legal jargon terms, and remove these terms from the query text.

4.1 New Methods of Normalization

Since the TREC Legal data set has an extremely high variance in document
lengths compared to my other data sets, I have been very interested in using
this collection to determine changes in performance when using different nor-
malization algorithms.

The problem I found with cosine normalization is that it assumes that the
probability of relevance is completely independent from document length. How-
ever, it is more likely that very long documents do have a slightly higher chance
of being truly relevant to a query, since they have more content. To account for
this, I developed document normalization schemes that bestow less of a penalty
on the longest documents.

4.1.1 Related Work

The most widely-used normalization method is cosine normalization, and I used
it as the basis for comparison in my experiments. Some alternate normaliza-
tion techniques include pivoted document length normalization [8], maximum tf
normalization [7], and byte length normalization [9]. Pivoted document length
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normalization tackles a similar problem to that which I’ve stated; that is, the
problem of long documents requiring a somewhat greater advantage over short
documents. Pivoted document length normalization has been shown to be more
effective compared to cosine normalization [8] on some collections. However,
this algorithm is exceptionally complex and requires extensive training, but I
am most interested in designing easy-to-understand algorithms which require
little, if any, training to achieve improvement. Maximum tf weighting schemes
[7] use the largest term weight in a document as the normalization factor. Byte
length normalization uses the size of a document in bytes to determine the nor-
malization factor, and has been shown to be effective on collections which have
OCR errors corrected and on collections with simulated OCR errors [9]. As I
describe later in this thesis, my system attempts to remove as many OCR errors
as possible (rather than correcting them), and the remaining OCR errors are
real, and not simulated.

4.1.2 Log Normalization

I first use a log function to normalize documents. Let t be the total number of
terms in a document. The log normalization factor is defined by the expression

log(t)

The original term-document weight is divided by the normalization factor to find
the final normalized term-document weight. I chose the log function because
of its slow growth as t becomes higher. This way, while all documents are
shortened somewhat, very long documents are not penalized as much as shorter
documents.

4.1.3 Power Normalization

I also experimented with using different powers of t as the normalization factor.
Let t be the total number of terms in a document. The square root normal-

ization factor is defined by the expression
√

t

The cube root normalization factor is defined by the expression

t1/3

The fourth root normalization factor is defined by the expression

t1/4

I used these powers of t for reasons similar to log normalization. These
functions grow slowly with very large values of t, and so very large documents
still have some advantage. The biggest difference between log normalization
and power normalization is simply the rate of growth of the normalization factor
functions. The power functions grow much faster than the log function, meaning
the length advantage of extremely large documents is diminished more.
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Table 4.1: Recall/Precision Comparisons for Small Collections (Log Norm vs
Cos Norm)

Collection / Rank
Metric 10 20 30 40 50 100
OHSUMED Cos Recall 0.027 0.041 0.053 0.065 0.076 0.115
OHSUMED Log Recall 0.039 0.070 0.088 0.101 0.113 0.165
OHSUMED Cos Precision 0.090 0.076 0.070 0.065 0.062 0.047
OHSUMED Log Precision 0.121 0.117 0.102 0.092 0.087 0.069
CACM Cos Recall 0.103 0.214 0.280 0.335 0.375 0.492
CACM Log Precision 0.167 0.244 0.323 0.385 0.416 0.511
CACM Cos Recall 0.112 0.110 0.103 0.094 0.087 0.062
CACM Log Precision 0.160 0.127 0.117 0.106 0.095 0.066
CISI Cos Recall 0.080 0.146 0.187 0.217 0.265 0.386
CISI Log Recall 0.110 0.172 0.215 0.258 0.289 0.392
CISI Cos Precision 0.237 0.209 0.188 0.170 0.160 0.128
CISI Log Precision 0.283 0.229 0.203 0.189 0.173 0.129
MED Cos Recall 0.270 0.431 0.527 0.569 0.609 0.692
MED Log Recall 0.275 0.442 0.525 0.581 0.599 0.695
MED Cos Precision 0.550 0.470 0.404 0.344 0.310 0.223
MED Log Precision 0.570 0.475 0.402 0.351 0.305 0.223
CRAN Cos Recall 0.146 0.221 0.221 0.310 0.347 0.441
CRAN Log Recall 0.183 0.221 0.221 0.292 0.370 0.461
CRAN Cos Precision 0.400 0.300 0.200 0.213 0.190 0.120
CRAN Log Precision 0.500 0.300 0.200 0.200 0.180 0.125

4.1.4 Results

I first compared log normalization to cosine normalization.
Tests have shown that log normalization has recall and precision rates con-

sistently higher than cosine normalization when using small data sets, especially
for the top ranked documents. The data sets I used are shown in Table 3.1. I
tested the system using stemming with the Porter stemming algorithm [6], but
it did not appear to improve recall and precision rates for these data sets. For
this reason, I did not use stemming in my experiments. As shown in Table
4.1, at rank 10, log normalization improves both precision and recall for all
data sets. MED had the least improvement, with about 1.9% increase in recall
and about 3.7% increase in precision. Using log normalization with the other
four data sets showed much greater improvements. Queries processed for the
OHSUMED data set at rank 10 had over 40% increase in recall and over 30%
improvement in precision. CACM showed a 60% improvement in recall and over
40% improvement in precision. Using CISI, log normalization increased recall
by over 37% and precision by over 19%.
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Figure 4.1: TREC Legal Document Lengths with No Normalization
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Figure 4.2: TREC Legal Document Lengths with Log Normalization
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Table 4.1 also shows that the recall and precision rates for the log nor-
malization method dropped down to approximately the same values as cosine
normalization for most data sets after rank 30. The exception to this was the
OHSUMED set, where the improvements in recall and precision were above 30%
for all rankings. However, since the performance of the top rankings is more
important for most systems (especially web search engines), this drop in scores
should not be critical. For reasons explained below, the TREC collections are
omitted from this table.

After doing the tests on the smaller data sets with log normalization, I tested
the TREC Legal data set with log normalization. However, documents in TREC
Legal are far longer than anything in the small data sets. Because of this, log
normalization gave too much advantage to longer documents. Figures 4.1-4.5
are data plots displaying the vector lengths of all the judged documents for
the TREC Legal 2006 queries after normalization. The documents are sorted
in ascending vector length before normalization, so that document x in Figure
4.1 is referring to the same document as document x in Figure 4.2, as well
as Figure 4.3, etc. A graph of document lengths after cosine normalization is
applied would be a horizontal straight line at 1. These graphs are meant to show
how my different normalization schemes affect the lengths of documents in the
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Figure 4.3: TREC Legal Document Lengths with Square Root Normalization

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0 50 100 150 200 250 300 350 400 450

D
o

c 
Le

n
gt

h

Document

Doc Length (Sqrt Norm)

Figure 4.4: TREC Legal Document Lengths with Cube Root Normalization
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collection. Higher document lengths on the graph imply higher advantages over
short documents.

In Figure 4.1, we can see the original document lengths, without normaliza-
tion (sorted shortest document to longest document). On Figure 4.2, I can see
the document lengths after log normalization is applied. The shape of the curve
for log normalization is very similar that of the original document length curve,
meaning the log function had little effect.

This prompted me to try power normalization techniques for TREC Legal.
As we can see from Figures 4.3, 4.4 and 4.5, the power functions have a much
greater effect on the curve. Figure 4.3 shows that the square root function is so
heavy, the graph is actually somewhat downward-sloping. However, when using
cube root or fourth root normalization, the graphs act precisely as I intended;
that is, with a very slight upward slope as original document sizes become longer.

In Table 4.2, I can see the effect the normalization scheme has on the number
of terms in the documents returned by my search system at top ranks. As I
expected, using no normalization results in too many large documents, which is
not useful. Since log normalization does not have a very large effect on the long
documents in TREC Legal, the average term length of the returned documents
is within the same order of magnitude as using no normalization. Cosine normal-
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Figure 4.5: TREC Legal Document Lengths with Fourth Root Normalization
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Table 4.2: Average Number of Terms Using Different Normalization Schemes
No Norm Cosine Log Sqrt CubeRt FrthRt

Rank 10 194658 362 114085 299 1709 11222
Rank 20 174553 434 107315 348 2011 12910
Rank 30 162117 458 104196 398 2118 14813

ization and square root normalization return very short documents with term
lengths of only a few hundred. However, cube root normalization and fourth
root normalization have average term counts that are between cosine/square
root normalization and log normalization.

As shown in Table 4.3, the cube root and fourth root normalization show

Table 4.3: Recall/Precision Comparisons for Normalization Techniques in
TREC Legal using 2006 queries

Rank
Normalization 10 20 30 40 50 100 1000
Cosine Recall 0.011 0.016 0.029 0.040 0.046 0.103 0.443
Log Recall 0.005 0.006 0.008 0.008 0.009 0.016 0.115
Sqrt Recall 0.011 0.017 0.032 0.040 0.047 0.113 0.432
CubeRt Recall 0.012 0.020 0.033 0.039 0.045 0.092 0.397
FrthRt Recall 0.014 0.018 0.022 0.027 0.035 0.060 0.21
Cosine Precision 0.122 0.096 0.114 0.115 0.115 0.108 0.047
Log Precision 0.026 0.028 0.027 0.025 0.024 0.016 0.015
Sqrt Precision 0.122 0.102 0.111 0.115 0.114 0.113 0.045
CubeRt Precision 0.148 0.124 0.117 0.113 0.104 0.100 0.041
FrthRt Precision 0.135 0.095 0.084 0.080 0.079 0.075 0.026
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performance improvements over cosine normalization, particularly in the top
rankings. The performances at each ranking is in bold face in the table. At rank
10, cube root normalization provides a 9% improvement in recall and a 21% im-
provement in precision, and fourth root normalization creates a 27% increase in
recall and a 11% increase in precision. At rank 20, cube root normalization has
a 25% improvement in recall and a 29% improvement in precision, and fourth
root normalization has a 13% increase in recall, but a 1% decrease in precision.
At ranks higher than 20, the power normalization functions have recall and pre-
cision rates about equivalent to the rates of cosine normalization. However, the
fact that the power normalization methods provide an improvement in perfor-
mance in the top (and most important) rankings supports my hypothesis that
longer documents are more likely to be relevant, and so decreasing their penalty
in normalization improves recall and precision rates.

4.2 OCR Error Detection

As discussed earlier, the mistakes made by OCR scanning software can adversely
affect the weighting of terms in the documents, as well as make the size of
the index much larger than it should be. To help alleviate this problem, my
system can automatically detect OCR errors and remove them. I began by
mimicking the garbage detection rules found in the rmgarbage system [5], and
then added additional rules in order to find more items. The changes I have
made to rmgarbage were done in order to remove terms more liberally, thus
shrinking the index even more.

4.2.1 Detection Rules

I used the following rules to decide if a string is garbage (an example follows
each rule):

• If a string is more than 20 characters in length, it is garbage. This rule
was taken from rmgarbage, but shortened from 40 to 20 characters.

Example: iiiiiiiiiiiiiiiiiiiiiiiiiiiiiiiiiiiii...

• If the number of punctuation characters in a string is greater than the
number of alphanumeric characters, it is garbage. This rule was taken
from rmgarbage.

Example: ?3//la‘

• Ignoring the first and last characters in a string, if there are two or more
different punctuation characters in the string, it is garbage. This rule was
taken from rmgarbage.

Example: babl@bjk.1e.322
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Table 4.4: Number of Terms Removed Using Pruning Methods
Num Terms Removed

Prune <= 5 (No OCR Detect) 454,892,023
Prune <= 5, rmgarbage 3,160,618,688

Prune <= 5, extended rmgarbage 3,195,632,736

• If there are three or more identical characters in a row in a string, it is
garbage. This rule was taken from rmgarbage, but shortened from four or
more characters to three.

Example: aaaaaBlE

• If the number of uppercase characters in a string is greater than the num-
ber of lowercase characters, and if the number of uppercase characters is
less than the total number of characters in the string, it is garbage. This
is a new rule I developed when I saw that OCR errors often created ex-
cessive numbers of uppercase characters, but normally, in English, there
is usually no more than one uppercase character in a term. However,
sometimes real English words appeared in all uppercase characters, which
is acceptable, so I added the condition that the term must also not be
completely uppercase to be considered garbage.

Example: BBEYaYYq

• If all the characters in a string are alphabetic, and if the number of con-
sonants in the string is greater than 8 times the number of vowels in the
string, or vice-versa, it is garbage. This rule was taken from rmgarbage,
but the threshold was shortened from 10 to 8.

Example: jabwqbpP

• If there are four or more consecutive vowels in the string or five or more
consecutive consonants in the string, it is garbage. This is a new rule I
developed when I noticed that real English words with these traits are
rare, but appeared often in OCR errors.

Example: buauub

• If the first and last characters in a string are both lowercase and any other
character is uppercase, it is garbage. This rule was taken from rmgarbage.

Example: awwgrapHic

4.2.2 Results

The difference in recall and precision is not significantly different when OCR
error detection is turned on, but the size of the index becomes far smaller when
using this feature. Removing garbage terms helps to improve the weighting
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of terms, which is why performance does not decrease, even though a small
number of real words are deleted through this algorithm. Table 4.4 lists the
number of terms pruned using three different methods. These numbers count
repeated terms as well (for example, if the misspelled term “lavvyer” appears
five times, it would be counted five times). The total number of terms in the
entire collection is 7,358,393,244 before any pruning has been done. I estimate
that an full index for TREC Legal without pruning would uses about 62 GB of
hard drive space. Using OCR error detection saves about 8 GB of space.

4.3 Query Reformulation

Another problem I faced in the TREC Legal project was deciding what to use
as the queries. In the past, research has been done on expanding queries using
such methods as thesaurus expansion [4] and automatic/manual query relevance
feedback expansion [3, 2]. However, instead of expanding queries to make them
longer, I wanted a way to make queries shorter and more specific for better
results.

In each of the 46 topics released by TREC in 2006, there is a short prob-
lem summary, and then a much longer overview of the problem. The problem
summary is similar to a standard web query, in that it is a simple one-sentence
description of what the user wants to find. The following is an example:

All documents referencing the lobbying efforts of antismoking groups which specif-
ically refer to their use of cartoons.

Using a standard English stop list, the terms all, the, of, which, to, their, and
use would all be removed. However, the terms documents, referencing, specifi-
cally, and refer are all jargon and are of absolutely no use when trying to do a
document search. In fact, using these terms in the queries could have a negative
effect on recall and precision, since documents that have matches to just those
terms are probably not relevant.

To solve this problem, I needed a custom stop list to prune the legal jargon
from the queries. However, given the very short length of the problem sum-
maries, there was not enough information to automatically generate this stop
list. I then decided to look at the longer problem descriptions. I used these
descriptions directly as queries, but they were much too large (many exceeding
a couple pages in length) and had too much extra information, and so they
sharply lowered recall and precision rates. They also are filled with technical
jargon, though, and so I used them to automatically generate a stop list of
high-frequency legal terms.

To do this, I had the program read the file containing all the topics. The
system kept a record of the running total for each term’s frequency throughout
the query topics. Every term that appeared more than sixty times in the query
file was added to the legal term stop list. I chose sixty as my threshold by
manually inspecting the file and human judgment. 154 legal terms were added
to the stop list.
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Table 4.5: Recall Comparisons for TREC Legal Features (2006 Queries)

Rank
Features 10 20 30 40 50 100 1000
Cos Norm, Q-Prune Off 0.011 0.016 0.029 0.040 0.046 0.103 0.443
Cos Norm, Q-Prune On 0.014 0.029 0.064 0.076 0.083 0.122 0.464
Log Norm, Q-Prune Off 0.005 0.006 0.008 0.009 0.009 0.016 0.115
Log Norm, Q-Prune On 0.010 0.015 0.017 0.019 0.020 0.027 0.172
Sqrt Norm, Q-Prune Off 0.011 0.017 0.032 0.040 0.047 0.113 0.432
Sqrt Norm, Q-Prune On 0.014 0.030 0.065 0.078 0.085 0.124 0.467
CubeRt Norm, Q-Prune Off 0.012 0.020 0.033 0.039 0.045 0.092 0.397
CubeRt Norm, Q-Prune On 0.024 0.033 0.039 0.045 0.050 0.120 0.406
FrthRt Norm, Q-Prune Off 0.014 0.018 0.022 0.027 0.035 0.060 0.210
FrthRt Norm, Q-Prune On 0.020 0.030 0.039 0.046 0.056 0.078 0.318

Table 4.6: Precision Comparisons for TREC Legal Features (2006 Queries)

Rank
Features 10 20 30 40 50 100 1000
Cos Norm, Q-Prune Off 0.122 0.096 0.114 0.115 0.115 0.103 0.047
Cos Norm, Q-Prune On 0.121 0.111 0.112 0.113 0.111 0.111 0.049
Log Norm, Q-Prune Off 0.026 0.028 0.027 0.025 0.024 0.023 0.015
Log Norm, Q-Prune On 0.034 0.029 0.030 0.028 0.025 0.021 0.017
Sqrt Norm, Q-Prune Off 0.122 0.102 0.111 0.115 0.114 0.110 0.045
Sqrt Norm, Q-Prune On 0.122 0.102 0.115 0.115 0.113 0.110 0.045
CubeRt Norm, Q-Prune Off 0.148 0.124 0.117 0.113 0.104 0.100 0.041
CubeRt Norm, Q-Prune On 0.170 0.131 0.118 0.109 0.101 0.098 0.043
FrthRt Norm, Q-Prune Off 0.135 0.095 0.084 0.080 0.079 0.075 0.026
FrthRt Norm, Q-Prune On 0.146 0.125 0.109 0.097 0.091 0.069 0.032

4.3.1 Results

To test the query pruning method, I reran the 2006 queries again with each of
the different normalization techniques. As shown in Tables 4.5 and 4.6, query
pruning improved recall rates in all tested rankings and with all normalization
schemes. All runs in these tables have OCR error detection turned off, since this
feature does not cause a significant difference in retrieval performance. In par-
ticular, I had very high increases in recall at top rankings when using cube root
normalization. At rank 10, using cube root normalization with query pruning
instead of cube root normalization without query pruning resulted in a recall
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Table 4.7: Recall Comparisons for TREC Legal 2007 Features
Rank

Features 10 20 30 40 50 100 1000
Cos Norm 0.005 0.012 0.028 0.040 0.056 0.122 0.86
Frth Root 0.041 0.071 0.093 0.118 0.140 0.214 0.616
Cube Root 0.028 0.053 0.077 0.105 0.130 0.213 0.859

Table 4.8: Precision Comparisons for TREC Legal 2007 Features
Rank

Features 10 20 30 40 50 100 1000
Cos Norm 0.056 0.074 0.088 0.099 0.111 0.117 0.022
Frth Root 0.326 0.301 0.282 0.273 0.264 0.215 0.069
Cube Root 0.256 0.239 0.228 0.230 0.233 0.199 0.023

improvement of 100% and a precision improvement of 15%, and using cube root
with query pruning over cosine normalization without query pruning showed an
improvement in recall of over 118% and an improvement in precision of over 39%.
Recall and precision rates at rank 20 with power normalization and query prun-
ing similarly showed high improvement compared to no query pruning; however,
the advantage of using power normalization over cosine normalization was not
as steep at this rank. At rank 30, cosine normalization with query pruning had
a sharp increase in recall and precision rates, with a 120% improvement in recall
over cosine with no query pruning. At all higher ranks, cosine normalization
and square root normalization with query pruning performed very similarly, and
each had higher recall rates than all other schemes.

4.4 TREC 2007 Results

TREC sent me the results of my runs for the TREC Legal 2007 competition
in October 2007. Almost all of my runs were done with OCR error detection
turned off and query pruning turned on. As shown in 4.7 and 4.8, the precision
rates for power normalization runs are still much higher than precision rates
for the cosine normalization run. All runs in this table are with query pruning
turned on. At rank 10, there is a 483% improvement in precision and a 776%
improvement in recall when using 1/4 root normalization. When using 1/3 root
normalization over cosine normalization, and there is a 358% improvment in
precision and a 483% improvement in recall. Large improvements in precision
performance can be seen in all other rankings as well.
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Table 4.9: Comparing Cos Norm to Pow Norm at Optimal Power

TREC Disks
Legal 2006 Legal 2007 1&2 MED CACM

Cos Norm 0.108 0.098 0.178 0.490 0.174
Power Norm 0.113 0.173 0.219 0.494 0.181

4.5 Power Optimization

In my early experiments, I had found that power normalization often outper-
forms cosine normalization when the power is either 1/4 or 1/3. Later, I decided
to investigate this further to find the optimal power for my new normalization
scheme. To do this, I built a program that would take a data set with standard
queries and run the search system on that data set with power normalization
a number of times, changing the power value for each run. The system would
start by using a power of 0 (this is equivalent to using no normalization), and
on each run, the power was increased in increments of 0.02. This was done fifty
times, until it reached a power of 1. On each step, the program would record
the mean average precision returned by the retrieval system. I used mean aver-
age precision since I was not looking for the performance of the system at any
particular rank, but rather the performance of the system as a whole. After
finding the mean average precision at each power, I graphed the plots and to
find the maximal point.

The power optimization graphs can be seen in Figures 4.6 through 4.10. The
mean average precision at the optimal point of each data set when using power
normalization is compared to the mean average precision when using cosine nor-
malization in table 4.9. With the TREC Legal 2006 queries, we see that the
optimal power is 0.36. Using the TREC Legal 2007 queries, the optimal power
is 0.28. Finally, TREC Disks 1 & 2 had an optimal power of 0.32, MED had
an optimal power of 0.40, and CACM had an optimal power of 0.40. I found
that the mean average precision when using power normalization is consistently
better than the mean average precision when using cosine normalization. In-
terestingly, the optimal power is different for each data set. However, in most
data sets, the optimal power lies between 0.25 and 0.40. Curiously, the optimal
power for the TREC Legal 2006 queries is considerably higher than the optimal
power for the 2007 queries. The precise optimal power does not at all seem to
be related to the any characteristics of the data sets, but may be determined by
the features of the queries. However, since range of optimal powers is so narrow,
finding the optimal power for a data set would not be very difficult.
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Figure 4.6: Optimal Power On TREC Legal 2006
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Figure 4.7: Optimal Power On TREC Legal 2007

0

0.05

0.1

0.15

0.2

0

0
.0
4

0
.0
8

0
.1
2

0
.1
6

0
.2

0
.2
4

0
.2
8

0
.3
2

0
.3
6

0
.4

0
.4
4

0
.4
8

0
.5
2

0
.5
6

0
.6

0
.6
4

0
.6
8

0
.7
2

0
.7
6

0
.8

0
.8
4

0
.8
8

0
.9
2

0
.9
6

M
A

P

Power

TREC Legal 2007

Figure 4.8: Optimal Power On TREC Disks 1 and 2
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Figure 4.9: Optimal Power On MED
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Figure 4.10: Optimal Power On CACM
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Chapter 5

Conclusions

Albert Schweitzer once stated that “as we acquire more knowledge, things do
not become more comprehensible, but more mysterious” [1]. Without a way to
efficiently organize the ever-growing volume of human knowledge, learning and
discovering new things would quickly become impossible. If there is no feasible
way to use or access information, it is effectively useless.

In this thesis, I have detailed a number of ways that we can improve upon
the performance of search systems that will greatly assist in the retrieval of
information. By shrinking documents to a reasonable degree, we can allow long
documents to have a small advantage over short documents. At the same time,
highly-relevant short documents can still have a chance at being returned at
the top of the list of matches. While OCR error detection does not help in
improving recall or precision, it does work well to shrink the physical size of
the index. Finally, by using external information to prune out useless terms in
queries, we find that the improvement in performance can be significant.
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